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OVERVIEW

In this document, we present additional information on
our work on transferring visual attributes to larger patches
of the same or similar material taken under uncontrolled
illumination conditions. In particular:
•

•

•

•

In Section 2, we present a detailed description of the
design of the network and the procedure used to
train and evaluate it. We include a network design
illustration and an ablation study on the influence of
the loss function and the network architecture.
In Section 3, we present the dataset used in our experiments, including an illustration of the photometric
captures and their light distribution in the hemisphere
(Figure 8), the visual attributes ω , the guidance images
X and the raw outputs of the photometricNets in
those images.
In Section 4, we provide additional comparisons
of our method with related work, including Image
Analogies (Figure 13), Interactive Stylizations (Figure 14), SVBRDF acquisition (Figure 15) and SVBRDF
transfer methods (Figure 16 to 19).
In Section 5, we provide further examples of the
capabilities of our method under different settings,
including working with heavily deteriorated images,
captured BTFs, synthetic datasets, as well as generalizing to different materials to those in the training
set; and further examples on the applicability of our
framework on controllable style transfer applications.

First, we will provide a detailed description of the characteristics of our deep learning models and the procedure
used to train and evaluate them. Second, we will display
high-resolution images of the results we showed in the
paper. Then, we will provide additional evaluation of our
method, including a comparison of the performance of our
models when trained on different loss functions. We include
a comparison with related work, including interactive visual
attribute transfer and image analogies methods. Besides, we
•
•
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Depth
3
4
5
6

SSIM ↑

PSNR ↑

MSE ↓

LPIPS ↓

Size (Mbs) ↓

0.71
0.74
0.72
0.72

29.83
30.41
30.37
30.87

0.0052
0.0031
0.0043
0.0041

0.37
0.25
0.33
0.31

0.49
1.94
7.63
30.49

Train Time (s) ↓
51
58
164
283

TABLE 1: Quantitative comparison between different number
of blocks of layers in our model. Every model we use
throughout the paper has 4 blocks of layers, as it provides
the best trade-off between computational cost and precision.
Deeper models fail to generalize properly in this few-shot
learning scenario.
show further results on the generalization capabilities of our
models to similar materials to those in their training datasets.
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2.1

I MPLEMENTATION DETAILS
Network design

Our model, summarized in Figure 1, is a standard UNet [1] encoder-decoder network with 4 blocks of layers
and skip connections. U-Nets are widely used in pixel-wise
regression and image-to-image translation problems, due
to their efficient design, capable of exploiting texture and
semantic patterns at different levels of abstraction, due to
their multi-scale design. Skip connections are known to
significantly enhance the quality of deep image-to-image
translation models [2]. Each block is comprised of a tuple
of convolutional layers with kernel sizes of 3 × 3, followed
by a batch normalization operation [3] and a ReLU [4] nonlinearity. The number of convolutional filters in each layer
is shown in Figure 1. The last layer of the network uses
1 × 1 convolutional filters to transform the feature vectors
into the desired number of classes (e.g 3 output channels
for RGB regression tasks, as in normal map estimation or
recoloring; or 1 output channel for the semantic segmentation
problem). The total number of trainable parameters depends
on the number of property maps that the network should
jointly learn, but are around 483000 for all the problems we
showcased in the paper. Trainable weights are initialized
randomly, by sampling a N (µ = 0, σ = 0.02). The output
of each block in the encoder part of the network is maxpooled to halve its spatial resolution. Upsampling in the
decoder side of the network is done through up-convolutions.
For image segmentation problems, we add a Sigmoid nonlinearity to the output of the network. Due to the reduced
number of trainable parameters, models take only 1.94M bs,
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3

DATASET

allowing for fast training and evaluation. On Table 1, we
show a quantitative study on the influence of the depth of
the model in its accuracy, using the 1684 material from [5]
as the training dataset. A visualization of these results is
included in Figure 3, showing that deeper models yield
overly-smooth results for this few-shot learning problem.

In Figures 4 to 7, we show high-resolution images of the
datasets used for training, the positions of the lights in the
photometric dataset in Figure 8 and the outputs of our model
on different guidance images in Figures 9 to 12.

2.2

We show further examples of our comparative study.

4
Training details

We use PyTorch [6] as the learning framework, Adam [7] for
optimization, a learning rate of α = 0.002, β1 = 0.9, β2 =
0.999, ϵ = 10e−8 , and a batch size of 16. The training images
are randomly augmented using a uniform distribution by the
following operations, in order: randomly rotated by an angle
in the [−90, 90] range, randomly sheared by an angle in the
[−45, 45] range, and randomly rescaled in the [0.5, 2] range
of scale factors. Their color channels are randomly reordered
and patches of 128×128 pixels are randomly cropped during
training, to generate a large data-set of images. The rescaling
factors and rotation angles are randomly chosen for each
image in each batch using a uniform distribution on the
mentioned ranges. All these data augmentation operations
are also applied to the target visual attributes, except for the
color channel reordering, which is only applied to the input
images. Images and visual attributes are always standardized
using their own mean and variance. During evaluation,
no batch-normalization operations are performed. All the
data augmentation operations are performed natively in
GPU, which allows for faster training. To further reduce the
computational cost and training times of our models, we train
our models using automatic mixed precision training [8],
which reduces the memory footprint of the models in GPU,
while allowing for faster computation of certain operations,
such as convolutions.
Each Mω is trained independently for each material and
application (no cross-domain training or fine-tuning) for
1000 iterations, which takes around 1 minute on a single
1080Ti GPU. Due to the fully convolutional nature of our
models, and their reduced number of trainable parameters,
the guidance images X used for evaluation can be of
arbitrary resolutions. We evaluate the models using halfprecision, which allows us to utilize guidance images of up
to 5000 × 5000 pixels, for which evaluation takes around
150ms in GPU. Thanks to the reduced number of parameters,
an efficient use of GPU-native data augmentation techniques
and leveraging half precision training and evaluation, we are
able to train and evaluate our photometricNets in less than a
minute of total computational time.

2.3

Ablation Study of the Loss Function

Finally, in Figure 2, we show a comparison of the results
of our models when trained on different loss functions. As
shown, even though the differences are sometimes subtle,
the L1 consistently yields sharper estimations than the L2 ,
whilst the perceptual loss function is more artifact-prone and
thus less predictable. L1 is a common loss function in many
image regression tasks, as in image-to-image translation [2]
or in image synthesis [9].

4.1

E VALUATION AND C OMPARISONS

Comparison with Image Analogies Methods

In particular, in Figure 13, we compare our method to
different image analogies approaches. We show a comparison
between [10], [11], [12], and our method. The seminal work
in image analogies [10] fails in this visual attribute transfer
problem, most likely due to the difference in scale between
input and target images. For the comparisons with [11]
and [12], we reduced the scale of the target images B to
256 × 256 pixels to make their methods computationally
tractable. The methods in [11], [12] never see the diffuse
image A, as they generate an intermediate representation by
themselves. While showing better results than [10], methods
which use deep learning for this task still fail to yield
compelling or predictable results. The method in [12], which
leverages structural information in the images to train a
single-image generative model [13], shows more plausible
results, but with an expensive computational footprint (10
hours per network), compared to the 45 minutes in [11],
10 minutes in [10] and less than 1 minute in our case.
Because we assume pixel-wise semantic correspondance
between input image and visual attributes, we can find
mappings in interactive times, and which are significantly
more predictable and of higher quality than these image
analogies methods.
4.2

Comparison with Texler et al. [14]

In Figure 14, we show a comparison with different configurations of [14]. Specifically, we train their method using a
dataset with a single image using diffuse illumination (left)
and the full photometric dataset (middle column). Their
method is trained individually for each dataset and visual
attribute, for around 5 minutes to guarantee convergence,
as suggested in their paper. As [14] assumes that the scale
(pixels/cm) of the dataset and evaluation images are the
same, we rescale our input dataset to match the scale of
the evaluation images. We evaluate each method using
three different images X, one with diffuse-light illumination
(top row), another with diffuse-light illumination but with
a geometric transformation (middle row), and an image
captured with directional lighting (bottom row). As shown,
by enhancing the method in [14] with a photometric dataset,
their model is able to generalize better to every image X in
the evaluation dataset than its counterpart trained only using
a single image. However, our method, specifically designed
for this illumination and geometry invariant visual attribute
transfer outperforms their work in every type of input and
visual attribute, whilst maintaining a lower computational
overhead (1 minute of training in our case) and memory
footprint (their trained network uses up 12 Mbs, while ours
is 1.9 Mbs). Our model trained using a single illumination
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Fig. 1: An overview of our deep learning architecture Mω , which is a shallow U-net network [1]. Below each block of layers,
we show the number of trainable convolutional kernels, as well as the spatial resolution spanned by each block, with respect
to the input resolution D. We use the normal map estimation problem for a denim fabric for visualization purposes.
(diffuseNet) shows better results than their method trained
using the photometric dataset, suggesting that our transfer
method has more adequate inductive biases for the visual
attribute transfer problem.
4.3

Comparison with deep SVBRDF acquisition

In Figure 15, we show a comparison with a recent deep
SVBRDF acquisition method [15], which relies on an pretrained autoencoder and a differentiable render engine for
optimizing the initial estimation of the autoencoder. As
shown, our method generates sharper and more coherent
normal maps. PhotometricNet relies on a small sample of
the same material for training, and is thus less sensitive
to potential biases of the training dataset, with the cost
of having reduced generalization capabilities compared to
multi-material methods.
4.4

Comparison with Guided Fine Tuning

In Figures 16, 17, 18 and 19, we provide qualitative comparisons with a guided fine tuning method for SVBRDF acquisition [16]. Similarly to [16], using the input SVBRDFs, which
represent a ground truth crop of the large scale material, we
render a dataset of images and train a photometricNet for
each material, and evaluate them using the guidance image
X. We render the images using a simple raster implemented
in PyTorch, using the Disney BRDF [17], using the lighting
positions in Figure 8. For reproducibility purposes, we use
the outputs including in the supplementary material in [16].
Their method requires training a large generic network for 8
days, then fine tune it for each single material for 2 minutes.
We obtain comparable results to them without the need
for an expensive pre-trained network, and with a smaller
computational (1 minute of training in our case vs 2 minutes
for the recommended number of iterations in [16]) and
memory footprint (our model takes 1.94 Mbs, while theirs
take 699 Mbs). In Table 2, we show a quantitative comparison

with [16], under different image quality metrics. As shown,
our method achieves somewhat better scores on pixel-wise
metrics, whilst [16] achieves better deep perceptual scores, as
in the LPIPS metric [18]. This is likely related to the design of
our loss function: we directly minimize pixel-wise differences,
while [16] is optimized using a render-aware loss.

5
5.1

R ESULTS
Real Data

In Figure 20, we show additional examples of the appearance
and style transfer methodology we propose. Figures 22
and 23 show a diverse set of materials: plastic, wood, a
jacquard fabric, a fabric with sequins, a leaf plant, and
leather. In Figure 21, we show further examples of the
generalization capabilities of a trained network to materials
similar to the one use to train it. In Figures 24 and 26, we
show the invariance of our models with respect to input
image saturation and contrast, respectively.
In Figures 28,27,29, we show results on captured BTF
data, from materials of the Bonn BTF dataset [19]. To obtain
these results, we computed the target normal map using
photometric stereo, trained a photometricNet with small
crops of the captured BTFs with the camera positioned at
the normal of the surface, and evaluate it using an unseen
illumination and camera angle, of (ϕ = 15◦ , θ = 11◦ ), on the
whole captured surface.
In Figure 30, we show some limitations of our model
on generalizing to unseen parts of the same material as
those in the input dataset, using real captured data. As
shown, if the materials do not contain exploitable patterns or
regularities, or the full material cannot be represented using
a single photometric capture, the algorithm will likely fail to
generalize.

4
Material ID
560
1581
1684
2111
Average

SSIM ↑

PSNR ↑

MSE ↓

LPIPS ↓

[16]

Ours

[16]

Ours

[16]

Ours

[16]

Ours

0,905
0,645
0,654
0,770
0,744

0,925
0,675
0,746
0,783
0,782

31,190
29,740
29,711
32,250
30,723

32,310
29,920
30,410
32,881
31,380

0,002
0,006
0,007
0,002
0,004

0,002
0,005
0,003
0,002
0,003

0,244
0,398
0,196
0,397
0,309

0,221
0,446
0,251
0,383
0,325

TABLE 2: Quantitative comparison with [16], on the studied
materials and different performance metrics. As shown, our
method provides better pixel-wise accuracy than [16], while
their method obtains better perceptual scores.
5.2

Synthetic Data

Our method can work with rendered synthetic data as
shown in Figures 31 to 37. We select a diverse set of
SVBRDF from the dataset in [5]. For each SVBRDF, we train
a photometricNet on synthetic renders of a crop of 25%
of the complete texture stack, which learns to transfer the
normal map of the SVBRDF. We render the images using
a simple raster implemented in PyTorch, using the Disney
BRDF [17], using the lighting positions in Figure 8. We then
evaluate each model on a render of the entire surface (no
cropping), illuminated at a lighting angle not present in
the training dataset. Our method works seamlessly with
synthetic SVBRDFs for a diverse set of materials.
In Figure 38, we show some limitations of our model on
generalizing to unseen geometries. We use a render engine
to simulate extremely complex deformations to the surface
of the material, which break the assumptions of the visual
attribute transfer methodology we propose.
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𝜔

𝑋

ℓ1

ℓ2

LPIPS

Fig. 2: Impact of the choice of the loss function used to train the networks in the estimated maps at macroscale. On the
left, input guidance X and visual attribute ω to be transferred. On their right, the result of Mω when trained using ℓ1 , ℓ2
and LPIPS [18] loss functions. All the networks in this experiments were trained with the same configuration, only the loss
function was modified.
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Input svBRDF

𝑋

Ground truth

Baseline (4 layers)

3 layers

5 layers

6 layers

Fig. 3: Impact of the depth of the model in its accuracy, using a synthetic dataset. As shown, our baseline outperforms
deeper and shallower configurations.
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Directional Lights

Diffuse Light

Colorization

Normals

Segmentation

Fig. 4: Dataset associated with our denim fabric. In here, we show 12 images taken under directional lightning, a diffuse
image and our microscale visual attributes ω , for the colorization, normal map and semantic segmentation problems. This
material is characterized by a structured spatially-varying albedo.
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Directional Lights

Diffuse Light

Colorization

Normals

Segmentation

Fig. 5: Dataset associated with our linen fabric. In here, we show 12 images taken under directional lightning, a diffuse
image and our microscale visual attributes ω , for the colorization, normal map and semantic segmentation problems. This
material is characterized by strong geometric variations within the yarns.
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Directional Lights

Diffuse Light

Normals

Colorization

Segmentation

Fig. 6: Dataset associated with our knit fabric. In here, we show 12 images taken under directional lightning, a diffuse image
and our microscale visual attributes ω , for the colorization, normal map and semantic segmentation problems. This material
is characterized by a stochastic spatially-varying albedo, following a heather pattern.
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Directional Lights

Diffuse Light

Colorization

Normals

Segmentation

Fig. 7: Dataset associated with our satin fabric. In here, we show 12 images taken under directional lightning, a diffuse
image and our microscale visual attributes ω , for the colorization, normal map and semantic segmentation problems. This
material is characterized by a strong specularity and anisotropic optical behaviour.
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Fig. 8: Relative position of the 27 directional light sources used to capture the photometric datasets with respect to the
material sample, in degrees. In blue, we show the three lights that are always included in our reduced photometric datasets
for the light sampling experiments. As shown, the lights cover a wide variety of azimuth and zenith angles, allowing for an
accurate capture of the optical behaviour of the materials.
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𝑋

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑐𝑜𝑙𝑜𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)

Fig. 9: Outputs of our photometricNets trained on the denim dataset, evaluated on a guidance image X captured with
diffuse illumination. Note that the denim pattern has stochastic variations on its structure.
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𝑋

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑐𝑜𝑙𝑜𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)

Fig. 10: Outputs of our photometricNets trained on the linen dataset, evaluated on a guidance image X captured with
diffuse illumination. Note that the material has wrinkles and non-rigid transformations.
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𝑋

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑐𝑜𝑙𝑜𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)

Fig. 11: Outputs of our photometricNets trained on the knit dataset, evaluated on a guidance image X captured with diffuse
illumination. Note that the material has a strong stochastic albedo variation.
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𝑋

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑐𝑜𝑙𝑜𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

𝑝ℎ𝑜𝑡𝑜𝑚𝑒𝑡𝑟𝑖𝑐𝑁𝑒𝑡𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)

Fig. 12: Outputs of our photometricNets trained on the satin dataset, evaluated on a guidance image X captured with
diffuse illumination. Note that the material has wrinkles and non-uniform illumination.
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Fig. 13: Comparison of photometricNet with related image analogies methods. In order, we show a comparison between [10],
[11], [12], and our method. Our method clearly outperforms any analogies method, at a fraction of the computational cost.
The comparisons with [10] were done using an unofficial implementation of their method, found in https://github.com/
jmecom/image-analogies/.
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𝑋

Texler (Trained with a single image)

diffuseNet

𝑋

Texler (Trained with a photometric dataset)

photometricNet

Fig. 14: Comparison of our method with different configurations of [14]. On the top row, we compare their results and
ours using a dataset containing only one image, captured with diffuse lighting. On the bottom row, we show results when
training these methods with a full photometric dataset. Our method is able to generalize better to different illumination and
gometric conditions, with a smaller computational overhead.
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𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Deep Inverse Rendering

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Deep Inverse Rendering

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Deep Inverse Rendering

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Deep Inverse Rendering

Fig. 15: Comparison of our method with [15]. From left to right, we show the input guidance X, the output of photometricNet
Mω trained to transfer normal maps, and the output of [15] after 5000 optimization steps. Their method relies on a pretrained network, which learns a prior over materials that does not generalize to examples outside their training set. The
images in this experiment are of 256 × 256 pixels, to match the input requirements in [15].
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Input svBRDF

𝑋

Guided Fine Tuning

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 16: Comparison of our method with [20] on the 560 brick uneven stones material.
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Input svBRDF

𝑋

Guided Fine Tuning

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 17: Comparison of our method with [20] on the 1581 Cobblestones material.
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Input svBRDF

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Guided Fine Tuning

Ground truth

Fig. 18: Comparison of our method with [20] on the 1684 leather tiles material.
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Input svBRDF

𝑋

Guided Fine Tuning

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 19: Comparison of our method with [20] on the 2111 Corten Steel material.
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Fig. 20: Example of the use of our method for controllable appearance transfer. Using an off-the-shelf style transfer algorithm
(here we use the seminal method in [21]), we can create a visual attribute ω by transferring the style of an image Istyle to the
content of a material Icontent . By training a model Mω , we can find predictable mappings that allow for controllable style
transfers. In this figure, we show two different applications. We show an application for material appearance transfer, in
which the style of one type of material is projected onto the content of another different material. Using the same pipeline, it
is possible to find predictable artistic style transfers at interactive times, allowing for a novel digital asset creation pipeline.
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ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

ℳ𝑟𝑒𝑐𝑜𝑙𝑜𝑟 (𝑋)

ℳ𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)

Denim

Linen

Knit

𝑋

Fig. 21: Generalization capabilities of our models to materials similar to those in their training datasets. In particular, we
show examples for the knit, linen and denim fabrics. As shown, our models show remarkable generalization capabilities in
challenging cases, as in the blurred blue knit image, or the heavily saturated red linen image.
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Fig. 22: Our method can work with a diverse set of materials. On the top, we show a Jacquard fabric, showing significant
anisotropy and specular reflections. In the middle row, we show a rubber mousepad with a strongly regularly patterned
microstructure. On the bottom row, an unstructured piece of wood, with a smooth and irregular normal map. These
examples show that our method can deal with differences in lighting intensity between source and target maps.

26

𝑋

ℳ𝜔 (𝑋)

𝑋

ℳ𝜔 (𝑋)

𝑋

ℳ𝜔 (𝑋)

Input dataset

𝜔
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𝜔
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Fig. 23: Additional examples of the capability of PhotometricNet of dealing with materials of different characteristics. On the
top row, we show a black knitted fabric with glitter, showing metallic-like specular reflections. The middle row shows a leaf,
which exhibits strong translucency and subsurface scattering. On the bottom row, we show a leather fabric, characteristic
for its stochastic microstructure, which photometricNet learns to transfer with a high degree of quality, even for the input
guidance image, which shows spatially-varying illumination.
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Fig. 24: Invariance of photometricNet with respect to the saturation of the input image. We saturate the colors of the input
image using the ImageEnhance.Color() method in the PIL [22] library, with the saturation multiplicative factor specified below
the image X. As shown, our model is robust to changes in saturation, unless overly-saturated images have a significant
amount of noise, as the bottom right result, where the estimations of photometricNet also become noisy.
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Fig. 25: Invariance of photometricNet with respect to the contrast of the input image. We enhance the contrast of the input
image using the ImageEnhance.Contrast() method in the PIL [22] library, with the contrast multiplicative factor specified
below the image X. As shown, our model is robust to changes in contrast.
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255

Fig. 26: Invariance of photometricNet with respect to the noise present in the input image. We add gaussian noise to the
image, with µ = 0 and a σ 2 specified below the image X. As shown, our model is robust to noise present in the input
images.
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 27: Results on the leather10 BTF from the captured BTF dataset in [19].
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 28: Results on the fabric01 BTF from the captured BTF dataset in [19].
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 29: Results on the wallpaper0 BTF from the captured BTF dataset in [19].
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Fig. 30: An example of the limitations of our model. As shown on the top row, if the input dataset does not represent the
full structure of the material, the model fails to generalize to unseen structures. On the second row, we show a challenging
problem, in which there is significant ambiguity in the mapping between input dataset and visual attribute. For such cases,
a multi-modal training framework could be more suitable. Finally, on the last row, we show an example in which the visual
attribute has significant high-frequency noise, which is hard for the model to learn from. As such, the transferred attributes
are overly smooth.
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 31: Results on the 0 Shingles texture from the synthetic dataset in [5]. PhotometricNet outputs accurate and sharp normal
maps, even when trained on renders of a small crop of the full texture.
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𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 32: Results on the 316 stacked rectangular stones texture from the synthetic dataset in [5]. PhotometricNet outputs accurate
and sharp normal maps, even when trained on renders of a small crop of the full texture.
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 33: Results on the 464 church tiles texture from the synthetic dataset in [5]. PhotometricNet outputs accurate and sharp
normal maps, even when trained on renders of a small crop of the full texture.
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ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 34: Results on the 831 Chainmail texture from the synthetic dataset in [5]. PhotometricNet outputs accurate and sharp
normal maps, even when trained on renders of a small crop of the full texture.
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Training dataset

𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 35: Results on the 884 CeramicTile texture from the synthetic dataset in [5]. PhotometricNet outputs accurate and sharp
normal maps, even when trained on renders of a small crop of the full texture. Thanks to our color augmentation policy, the
model generalizes to unseen colors (green tiles), without generating gradient artifacts.
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𝑋

ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 36: Results on the 994 wood planks fantasy nailed texture from the synthetic dataset in [5]. PhotometricNet outputs accurate
and sharp normal maps, even when trained on renders of a small crop of the full texture. Notice how photometricNet
successfully learns to ignore the nails.
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ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Ground truth

Fig. 37: Results on the 1041 Stylized Wood Planks v2 texture from the synthetic dataset in [5]. PhotometricNet outputs accurate
and sharp normal maps, even when trained on renders of a small crop of the full texture. Notice how photometricNet
successfully learns to output correct horizontal gradients, for which only one example was present in the training dataset.
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𝑋

ℳ𝑠𝑒𝑔𝑚𝑒𝑛𝑡𝑎𝑡𝑖𝑜𝑛 (𝑋)
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ℳ𝑛𝑜𝑟𝑚𝑎𝑙𝑠 (𝑋)

Fig. 38: Further examples of the limitations of our model. In this particular guidance image X, which was the result of a
render engine, which shows directional lighting, strong shadows and non-rigid geometric transformations, the results of our
model are poor. Despite the fact that we train the models to become invariant to a number of illumination and geometric
distortions, the model cannot generalize to conditions outside those in its training set, thus failing for this particular image.
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