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Abstract

Ecology aims to explain and predict how organisms interact with each other
and their environments across space and time. Yet both ecological data and the-
ory are fragmented, leading to models that generalise poorly beyond speci�c
systems or scales. Empirical evidence spans diverse modalities, resolutions and
contexts, while theory is distributed across partially overlapping frameworks that
are rarely integrated within a single predictive model. We argue that ecological
foundation models (ecoFMs), trained on large, multimodal ecological datasets,
o�er a route toward unifying data and theory within a common framework.
Beyond their ecological value, ecoFMs present a challenging and consequential
testbed for machine learning, demanding advances in multimodal representation
learning, theory-guided modelling, and uncertainty-aware inference. By learn-
ing shared representations of organisms, environments and interactions, ecoFMs
could improve generalisation, link pattern to process, and enable synthesis
across ecological sub-disciplines. We outline a roadmap for developing ecoFMs,
including requirements for data infrastructure, model architectures, evaluation
strategies and governance, and assess where current machine learning and eco-
logical approaches fall short. If developed responsibly and collaboratively with
ecological practitioners and other actors, ecoFMs could enable new modes of anal-
ysis and strengthen ecological forecasting, while simultaneously driving advances
in machine learning for multimodal integration, theory-guided learning, and
generalisation in complex, data-limited systems.

Keywords: ecology, foundation models, multimodal data, species interactions,
ecological forecasting

1 Introduction

Ecology seeks to explain how organisms interact with each other and their environ-
ments [1]. Uncovering these relationships is difficult because ecological patterns are
often context-dependent and arise from the interaction of multiple processes. As a
result, ecology has struggled to disentangle the incredible complexity in nature and
extract general principles that hold across scales, from genes to ecosystems, and from
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specific locations to global patterns [2, 3]. This challenge takes two forms. Firstly, the
amount of multiscale data that has been generated in long-term projects is immense
and has outpaced researchers’ ability to fully interpret within a specific context, and
critically what can be inferred and generalised about other systems. Efforts such as the
Wytham Great Tit Project [4], the Isle Royale Wolf-Moose Project [5], the US Long
Term Ecological Research Program [6], and the Park Grass Experiment [7] together
account for a combined 250 years of ecological data, spanning molecular samples and
genomic sequencing through to population and demographic records. Secondly, the
problem of effect size is crucial in ecology [8]. Despite a large amount of global data,
data fragmentation often hampers scientists’ ability to realise the full potential of
the ecological data produced to date. Looking forward, these challenges are intensi-
fying. Ecological data are growing rapidly in both volume and modality, driven by
the integration of long-standing field methods and emerging automated and sensing
technologies [9]. Addressing the mismatch between data generation and integrative
understanding is essential for realising the full value of ecological knowledge. This
realisation is necessary to understand Earth system dynamics and for anticipating the
impacts of human activity in the Anthropocene.

In the past decade, science has undergone a major shift, with many fields now
leveraging artificial intelligence (AI) and machine learning (ML) models to tackle
diverse research problems. Foundation models, coined by [10], are large, unsupervised
or self-supervised models pre-trained using substantial data and computation, and
then adapted to specific tasks, requiring substantially fewer resources than training
task-specific models from scratch. In the last three years, the most well-known founda-
tion models, large language models (LLMs), models trained to ingest and output text,
have had a widespread impact across domains [11], driven by algorithmic advances,
substantial investment in computational resources, and construction of massive train-
ing datasets. Although LLMs have been applied in ecology [12, 13], they fall short of
both being fundamental ecological tools and of being useful representations for eco-
logical study [13, 14]. What fine-tuned LLMs lack is the ability to interpret and relate
ecological phenomena in their native representation, the originally collected format,
instead relying on secondary interpretation, i.e., published literature. Outside of lan-
guage, the range of models released in the last decade in computer vision from CLIP
[15] to SAM3 [16] to DINO [17] have ushered in an age of foundation models in vision.
The success of large, pre-trained models across input modalities has catalysed the
proliferation of foundation models in disparate areas ranging across language [18, 19],
computer vision [16, 20, 21], earth science [22], fluid dynamics [23], genomics [24], pro-
teins [25], astrophysics [26], and psychology [27] with calls for the development of more
[28]. Despite major advances in these fields, no complete ecological foundation model
yet exists. With accelerating climate change, ecological research must scale to meet
increasingly complex and urgent challenges. These are new challenges not foreseen by
past approaches, making methodological advancement necessary.

In this paper, we argue that an ecological foundation model that incorporates a
multimodal representation backbone, graph-based ecological structures, and uncer-
tainty quantification would be transformative for both ecological and computer
sciences. We present the first blueprint for a complete ecoFM that, if implemented,
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would transform the �eld's ability to reveal connections within the Earth system and
synthesise the extensive, albeit fractured, corpus of ecological data. In turn, meeting
ecology's unique challenges would also advance foundation models and AI for science-
driven challenges [29] by introducing domain-speci�c demands not found in standard
benchmarks, motivating methods that can accommodate ecology's non-standard
data, and improving generalisation and interpretability in settings characterised by
mechanistic structure, long time horizons and limited supervision. Drawing on an inter-
disciplinary team, we frame our proposal to be actionable for both computer scientists
and ecologists. We begin by surveying related e�orts to create foundation models in
other �elds and highlight points of distinction relevant to ecology. We then outline
a vision for what an ecoFM should be, from concept to capabilities. We describe its
core requirements and, leveraging extensive discussions across ecology and AI, iden-
tify the ethical and societal risks that must be centred in its design. The proposed
model would further both ecology and computer science through addressing shared
challenges in prediction, generalisation and scaleability.

2 From Ecological Models to ML Models

In ecology, even simple systems can exhibit unexpectedly complex behaviour, as early
non-linear population models demonstrated through oscillations, instabilities, and,
later, chaotic dynamics [30]. These properties make ecology especially dependent on
advances in quantitative modelling, both for inference and for understanding the
mechanisms that underlie ecological patterns and dynamics. So, the development of
ecological theory has long progressed in tandem with advances in statistical and math-
ematical methods [31, 32]. This trajectory continues today in more complex models
of ecological interactions, including graph-theoretic models of trophic structure, and
community stability [33{35].

Ecological modelling spans levels of biological organisation. At the genetic scale,
evolutionary processes such as gene selection and mutation were commonly represented
using time-stepped Markov chains [36]. More recently, deep learning has also been
applied widely in genetics to identify population structure and probe natural selection
[37]. Within communities, compositional change and trophic dynamics are examined
using methods such as Lotka-Volterra and models based on graph theory [34, 35, 38].
At the macro-ecological scale, a long tradition of linear and linear-additive modelling
has de�ned prediction of patterns over space [39], including species distribution models
(SDMs) [40], and models linking body-size and metabolic rate such as Kleiber's law
[41]. In many ways, the culmination of these multi-scale modelling e�orts were general
ecosystem models [42] which sought to model \all of life on earth," [43] �rst introduced
in 2013 [42]. Currently, only the Madingley model has been introduced in this model
class to date [44] although there has been little uptake among ecologists [42]. The
lack of adoption of these models is largely due to the intense relational requirement;
they are prescriptive rather than data-driven and thus to model at the Earth level,
relations need to be known. Across these domains, abstraction is essential for managing
complexity, such as using traits as proxies for species, treating species as aggregates of
underlying genetic variation or using genetic changes as a proxy for spatial variation
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[45]. Despite these di�erent levels of abstraction and scale, all ecological processes are
ultimately connected through the Earth system, and the data collected across scales
are inherently linked.

Modelling in practice is shaped by a trade-o� between complexity and e�ort [46,
47]. Adding more processes can increase realism, but often with diminishing returns
as implementation cost grows. Additionally, the \bias-variance" tradeo� is realised
in ecology in questions of how many and what kind of interactions to include [48].
As a result, models are typically designed to be just complex enough to address the
scienti�c question, leading to a wide landscape of fragmented and specialised ecological
models tailored to speci�c scenarios [47]. A similar pattern historically occurred in ML:
excessive or hand-crafted features often caused over-�tting and poor generalisation
[49, 50], prompting the development of highly specialised models for particular datasets
and tasks.

This paradigm shifted with the introduction of deep learning-enabled attention
mechanisms, which laid the ground-work for foundation models [51]. Self-attention and
cross-attention allow models to allocate representational capacity dynamically, focus-
ing computation on the most informative components of input data rather than relying
on prede�ned task-speci�c structures. Deep learning architectures are typically used
either as representation-learning models which learn 
exible latent spaces amenable
to downstream linear models or clustering, or as generative models which excel at
scalable generation rather than producing structured latent embeddings. These mech-
anisms also scale incredibly well as more data are modelled, enabling models such
as GPT to function as generalised text predictors for the majority of written human
language [52].

Beyond language, foundation models have emerged across many domains. A de�n-
ing feature is the ability to integrate multiple modalities, such as text, images, audio,
and time series, within a uni�ed deep learning architecture. This is often achieved
through cross-attention, which allows representations from one modality to draw infor-
mation from another; in other cases, modalities are fused through joint embeddings or
by applying self-attention over combined input data [53{56]. These mechanisms allow
foundation models to relate heterogeneous signals without requiring a bespoke model
for each input combination. As a result, a model or collection of models can learn from
many data sources and adapt to a wide range of downstream tasks.

The recent advancement in foundation models presents a monumental oppor-
tunity for ecology. A uni�ed modelling framework could support more complex,
multi-purpose, scalable, and generalisable ecological models, capable of representing
cross-scale, multi-modal data in ways that are currently not available. This was sim-
ply not possible before the advent of large and complex enough machine learning
paradigms. To understand how such a uni�ed framework might be built, we next
examine the growing landscape of existing models and ecology-adjacent approaches.

3 Ecology-Adjacent Deep Learning Landscape

Recent advances in machine learning have produced a growing set of deep learning-
based models relevant to understanding ecological phenomena. These systems span
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three major domains: (i) perception, (ii) environmental feature mapping, and (iii)
species distribution modelling. Understanding what these models already achieve and
where they fall short clari�es the opportunities and constraints for developing an
ecoFM.

3.1 Perception

We de�ne perceptive models as those that retrieve relevant biological information
from raw ecological data sources. Early work in this area largely centred on �ne-
grained visual classi�cation benchmarks aimed at identifying visually similar taxa in
images [57, 58]. This area has subsequently expanded with the emergence of founda-
tional models, such as BioCLIP2, that learn joint image-text embeddings [59], and
general-purpose vision backbones such as DINO, which, when trained towards gen-
eral objectives to understand images, transfer remarkably well to species identi�cation
when �ne-tuned or used as feature extractors [60, 61].

Scaling has also extended beyond purely visual inputs. Models such as Tax-
aBind integrate multiple information streams, including acoustic recordings, satellite
imagery, and environmental covariates, to learn a uni�ed embedding of a given obser-
vation with each of these data types [62]. In parallel, advances in bioacoustic processing
enable robust automated recognition of species calls from noisy �eld deployments
[63, 64].

The current primary utility of these perceptive models in ecology is as data-
curation tools: they �lter camera-trap data [65{67], classify citizen-science images [60],
and detect acoustic events [68], and are highly 
exible through zero-shot adaptation,
which allows for the identi�cation of unseen species [69]. It is clear that this area
will continue to improve as more advancements are made. These feature extraction
techniques can form representational layers that can be repurposed for ecoFMs.

3.2 Environmental Feature Mapping

Earth-observation (EO) foundation models constitute the second major group. These
systems learn general-purpose representations of environmental states from large vol-
umes of satellite imagery. Models such as TESSERA [70] and AlphaEarth [22] provide
dense, globally consistent embeddings, which give insight into ecological processes and
patterns such as land use change, vegetation structure, and ecosystem disturbance.
Such representations o�er an e�cient route to integrate remotely sensed information
into ecological analyses. By leveraging already existing models, the need to develop
specialised EO models is bypassed. However, EO data have inherent limitations: spa-
tial resolution remains coarse relative to �ne-scale habitat variation, microhabitats
are often unresolved, and performance is not alone su�cient for aquatic environments
and beneath dense canopies [71, 72]. EO models therefore provide valuable inputs for
ecoFMs but, on their own, do not represent ecological processes.

3.3 Species Distribution Modelling

Species distribution modelling (SDM) has traditionally been grounded in statistical
approaches, including hierarchical Bayesian models, occupancy{detection frameworks,
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point process models, and joint species distribution models (JSDMs) [73]. These meth-
ods explicitly model uncertainty, spatial structure, and species co-occurrence, and
continue to form the backbone of ecological inference.

More recently, deep learning methods have been introduced into this landscape
[74], largely as a response to the growth of global-scale biodiversity datasets and high-
resolution environmental feature mapping data. Neural networks trained on occurrence
data, environmental rasters, or remote-sensing imagery can achieve predictive perfor-
mance comparable to, and in some cases exceeding, classical SDMs such as MaxEnt,
particularly at large spatial extents. However, these gains are context dependent and
often diminish for rare or range-restricted species, under spatially structured val-
idation, or when models are required to extrapolate beyond the training domain
[75].

Progress in deep SDMs is expected to continue as deep learning methods mature,
particularly through improved architectures, uncertainty estimation, and the integra-
tion of further data sources. Multimodality, in particular, o�ers a promising avenue
for incorporating complementary information from remote sensing, citizen science,
and other ecological data streams [76{78]. Nevertheless, even recent extensions largely
treat prediction tasks in isolation, focusing on mapping species{environment relation-
ships rather than representing the underlying ecology as a series of interconnected
interactions and systems.

This limitation motivates the development of ecological foundation models. Rather
than modelling species{environment relationships independently, ecoFMs aim to learn
shared representations that integrate perception, environmental context, and biologi-
cal interactions within a uni�ed framework. By enabling transfer across tasks, scales,
and taxa, ecoFMs extend beyond the scope of SDMs toward a more general and
integrative representation of ecological systems.

4 Vision

Our vision for an ecoFM is a uni�ed intelligent system for ecology that can inte-
grate global data across genes, organisms, communities, environments, space, and time
within a single coherent modelling framework. Such a model would learn representa-
tions that capture how species interact with each other and with their environments,
support tasks that range from species identi�cation to system forecasting and mech-
anistic inference, and enable synthesis across the currently fragmented landscape of
ecological data, models, and theory. In e�ect, an ecoFM would serve as a general-
purpose tool that represents the state and dynamics of ecology on Earth. Below, we
outline the datasets needed for training, our proposed architecture and implementation
details, and fully de�ne the capabilities of an ecoFM.

4.1 Data

Large-scale, curated datasets are the core of any foundation model [52, 79]. Ecologi-
cal data span many biological, spatial and temporal scales and occur in heterogeneous
forms. In machine learning, a modality refers to a distinct type of data with its own
structure, statistical properties and representation. In ecology, these modalities include
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Fig. 1 Overview of ecological data spanning multiple spatial scales, sources, and data types. Numbers
correspond to identi�ed large-scale ecological datasets listed in Table A1.

images of species or their habitats, acoustic recordings, genetic sequences, trait mea-
surements, environmental time series, satellite imagery, species occurrence records
and more (Table A1). Each modality captures di�erent aspects of ecological systems,
requires di�erent processing steps and has no standardised format that links it to other
modalities.

Constructing a uni�ed dataset for an ecoFM is challenging because these sources
di�er fundamentally in structure, resolution, sampling design, data quality and cov-
erage. For example, data from acoustic recording devices can provide dense streams
of observations in a given location, but can often be noisy and highly biased toward
detectable or conspicuous species [80]. In contrast, species occurrence records and trait
databases tend to be geographically and/or taxonomically uneven [60, 81], re
ecting
its own distribution of sampling e�ort. Environmental variables add further hetero-
geneity, varying widely in spatial and temporal granularity. Canonicalisation across
these disparate data types therefore presents a signi�cant challenge to be overcome for
ecoFM development. In addition, the technical challenge of data cleaning as a whole
should not be understated. While there are many large datasets in ecology, the amount
of uncleaned and unordered data is several orders of magnitude higher still.

To clarify these opportunities and challenges, we identi�ed representative datasets
across key ecological modalities and scales (Table A1), visually illustrated by Figure 1.
These include remote sensing products that capture environmental structure and
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